DIRECTORIES

In a conversation with Richard Cambridge in 1755, Samuel Johnson
made the now famous remark that “Knowledge is of two kinds. We
know a subject ourselves, or we know where we can find information
upon it” (Boswell 1791). In a large network, it is neither possible nor
desirable for every network element! to know everything about every
other network element—impossible because there is too much to know,
and undesirable because much of the information is constantly changing,
and the more widely distributed it is, the more difficult it is to maintain
synchronization among all the many places in which it is replicated.

Since we cannot invest every network element with complete knowl-
edge, we must provide a system whereby they “can find information
upon it.” This is the role of the network directory, which—as anyone
who has ever used a telephone directory might easily surmise—is simply
a place to store lots of information about the elements of a network. By
doing so, the network directory not only solves the problems of “There’s
too much information to store everywhere” and “The information changes
too often to be kept current everywhere” but also permits references to
network elements to be made indirectly, through the directory, by name,
rather than by some other attribute (such as network address, geographic
location, or organizational affiliation) that might not be as permanently
or reliably attached to the element as its name.

1. Intuitively, we think of network elements as the computers—PCs, workstations,
bridges, routers—that provide network and host services. In the context of directories,
however, the notion is extended to applications, to users of the network, and even to more
fundamental pieces of such network elements including the information stored in these
elements; in fact, very nearly every object we name within a network may be characterized
and accessed by the use of directories.
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Given such a general definition of directory, it is easy to imagine the
network directory as a general-purpose database system—and in princi-
ple, it could be. In practice, however, the directory services that have
been developed for open systems networking have been designed for the
more specialized purpose of relating a particular class of names to a par-
ticular set of attributes associated with them—for instance, mapping
Internet host names (such as “ni c. swi t ch. ch”) to IP addresses (such
as “130. 59. 1. 40”). In this chapter, we will concentrate on the open
systems directories whose core service is name-to-address mapping
(although they provide other services as well): OSI's X.500 Directory and
the Internet’'s Domain Name System. However, we will also take a look
at a number of “directorylike” utilities and introduce the field of networked
information retrieval, which began with a directory model but has evolved
far beyond it.

The basic function of a directory service is deceptively simple, but
the way in which directory services are used in open systems networks is
not. The telephony model of a directory is a good place to begin our dis-
cussion of the design criteria for a network directory service, precisely
because it is not a good model for such a service.

The Telephony Model

For many people, the term directory suggests the local telephone compa-
ny’s printed telephone directories and dial-up “directory assistance.”?
The telephone directory system is simple and straightforward: given the
name and address of a telephone subscriber, it returns the subscriber’s
telephone number (unless the subscriber has paid a surcharge to the tele-
phone company for an “unlisted number”—in which case, the informa-
tion is available only to duly authorized law-enforcement personnel).
This service is possible because the telephone companies jointly and
exclusively administer a common pool of telephone numbers, for which
the boundaries of local jurisdiction are (with rare exceptions) well-
established and universally accepted.

This directory service has three limitations that argue strongly
against its applicability to a worldwide open systems Internet. First, it is

2. Directory assistance was widely known as “information” until the telephone compa-
nies, for which providing “information” is an expensive gratuity to customers who are “too
lazy to look it up in the book,” successfully stamped out the familiar term in favor of one
that subtly suggests infirmity on the part of the user.
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able to provide a telephone number only when given the subscriber’s
name and address. Lacking either a complete name or a sufficiently
detailed set of attributes to disambiguate entries for the same name in
the same locality, no other information that characterizes or distinguish-
es an individual can be used to facilitate a query. (Some printed directo-
ries, such as the yellow pages, may contain additional information provided
by the subscriber; this is not always accessible “on-line” through directory
assistance. For example, it is possible to ask for “a florist in Horsham”
and obtain the name and telephone number of at least one in that city,
but it is unlikely that an operator will be able to tell you whether the
florist is a member of FID or Teleflora, or which credit cards the florist
accepts.) Second, it is not uniformly accessible. In order to obtain directory
assistance, one must first know the appropriate country, city, and/or
area codes, as well as the number for directory assistance itself, and con-
struct one’s query according to the appropriate local conventions—for
example, in the appropriate local language. Third, the telephone direc-
tories—particularly the printed versions—are typically distributed no
more frequently than once a year and thus inevitably contain a signifi-
cant amount of incorrect (outdated) information.

The telephone directory system benefits enormously from a key
feature of the telephone network: the fact that there is a direct relation-
ship between the hierarchical structure of telephone numbers (with their
country, city, area, and exchange components) and the geographic loca-
tion hierarchy within which the telephone subscribers live. Data net-
works typically do not share this characteristic, despite being organized
hierarchically. The corporate network of a large multinational company,
for example, is likely to be organized according to the company’s operating
hierarchy (divisions, departments, cost centers, etc.), which may place
the London and Hong Kong sales offices close together and the sales and
personnel departments geographically colocated in Hong Kong far apart.
Further, the affiliations and service relationships of data networks are (to
date) neither as uniform nor as tightly regulated as telephony networks.

Directory System Principles

Given that the simple telephony model is not appropriate for a large-
scale network directory, what are the characteristics that such a directory
should have?

+ Both the directory database and the mechanisms for operating on it
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must be distributed; the size of the database and the frequency with
which directory information must be updated preclude centralization.

« However, the directory must appear to its users to be a single, con-
sistent database. The same query, originating from any point in the
network, should return the same information.?

e The directory must be organized hierarchically, so that the respon-
sibility for managing the information in the directory can be dele-
gated to different organizations as self-contained “subtrees.” The
hierarchy must be extensible, since the way in which organizations
allocate and apportion responsibility among and within themselves
in a large open systems network is certain to change over time.

« The directory must be organized in such a way that it is possible to
formulate unambiguous queries; that is, it must not be the case that
two different information elements contained in the directory can-
not be distinguished by the directory’s query mechanism.

+ Because the directory for a large-scale network is necessarily itself a
large-scale distributed system, it must not be application-specific—
that is, it must be capable of storing information about objects for
many (ideally, all) of the applications for which the network is
used. This argues strongly for a directory information model based
on the definition of object classes (families of objects sharing certain
characteristics) and attributes (information about an object that
either describes the object or distinguishes it from other objects), so
that two different applications that refer to the same type of object
do not require that the directory store two separate (application-
specific) sets of information about the same objects.

Open System Directories

The world of open systems networking has produced two large-scale,
open directory systems. The Domain Name System (DNS) is the established

3. Actually, the consistency requirements for a network directory are not as stringent
as they typically are for a distributed database system. It is reasonable and acceptable, after
an update, for the directory to exhibit local inconsistencies for some period of time until the
change has propagated throughout the system. A directory query is almost never an end in
itself but is followed by an attempt to use the information obtained, with a strong likeli-
hood that the inconsistency will be exposed. Since the directory query and the subsequent
network access based on it are not synchronized, it matters little whether the information
changed before or after the directory query if it changes before the information is actually
used.
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Internet directory, and the OSI Directory, which is also known as “X.500”
(after the first of the set of CCITT Recommendations that defines it) is
both the standard for OSI networks and a candidate for use within the
Internet (although not necessarily as a replacement for the Domain
Name System).

The OSI Directory is deliberately comprehensive; it is intended to
capture the relationship between an arbitrary name and an arbitrary list
of attributes for virtually any network application. The Domain Name
System is—particularly in practice—more narrowly focused: it associates
the names of two specific resources (electronic mailboxes and Internet
hosts) with two specific corresponding pieces of information about them
(mail server addresses and IP addresses, respectively), although its
design permits extension to other uses. Although the generality of the
OSI Directory invites its application to other problems—it is used, for
example, to store universal document identifiers for some of the networked
information retrieval projects described at the end of this chapter—we
are concerned here primarily with its deployment as a traditional “name
lookup” service in both OSI networks and the multiprotocol Internet.

The Domain Name System

In the beginning, there were just four nodes in the only Internet around
(the ARPANET), and maintaining a table of mappings from host name to
network address was not a problem. In the early years of the ARPANET,
growth was modest, and the host-name-to—address mappings were
maintained by the Network Information Center (NIC) in a single file
(host s. t xt ), which was periodically retrieved (by using electronic file
transfer or, in extreme cases, by requesting a magnetic or even paper
tape) by each host or site administrator and loaded into each host
attached to the network. Each host would then search through the file
whenever it needed to find the network address for a named host.

This system worked well while the ARPANET was small, but as it
grew, and as the composition of the network changed, the bandwidth
consumed by the periodic and increasingly frequent electronic file trans-
fers to retrieve the host s. t xt file from the NIC, and the disconnect be-
tween site administrators’ management of their local names and ad-
dresses and the appearance of changes in the NIC’s definitive
hosts. t xt file, made it clear that the centralized scheme was impracti-
cal and that an alternative would have to be found.

The Domain Name System began as a class project at the University
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Domain Names

of California at Berkeley and has, in recent years, been released by the
Berkeley UNIX group as part of the Berkeley Software Distribution. Paul
Mockapetris—first at Berkeley and later at the Information Sciences
Institute of the University of Southern California—conceived an alterna-
tive to host s. t xt based on (1) a distributed database containing gener-
alized resource records and (2) a naming scheme based on hierarchically
structured domain names. His original design was published in November
1983 in RFCs 882 and 883; after experience with several implementations,
the Domain Name System (DNS) was formally specified in RFCs 1034 and
1035 in November 1987.

The deployment of DNS in the Internet is, to say the least, nonuni-
form. Different versions of BIND—the Berkeley Interactive Name Demon,
the UNIX software for name resolution—are bundled with different
releases of UNIX software, and host-name lookups are done in a variety
of different ways, depending on the vendor and on individual site phi-
losophy. Some networks—including, for example, the entire U.S. federal
MILNET—have decided not to use DNS and to rely instead on the old
hosts. t xt file for host-name-to-IP-address translation for the simple
reason that there is no DNS security model to support the authentication
of users and providers of DNS services. Nevertheless, DNS is one of the
most important services in the Internet, and most of the strategic plans
for the evolution of the Internet and the TCP/IP architecture depend on
the near-universal deployment of DNS or a successor.

The DNS is a distributed system, with distribution based on the
concept of delegated authority for the administration of individual do-
mains and subdomains. This means that local system administrators
maintain files containing information about their local hosts and net-
works, and this information is made available to users of the DNS
through name servers that are locally configured and maintained.

The DNS name space is hierarchical, consisting of a set of nested
domains, each of which represents an administratively related set of
Internet hosts. Directly below the root of the hierarchy is a set of top-level
domains, which originally referred to logical parts of the U.S. ARPANET:

arpa: for the U.S. Department of Defense Advanced Research

Projects Agency itself
com for commercial organizations
edu: for educational institutions
gov: for U.S. nonmilitary government agencies

ml: for U.S. military agencies
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net: for organizations directly involved in the provision and
support of ARPANET and its services
org: for “other” organizations

With the expansion of the modern Internet outside the United
States, additional top-level domains have been added, corresponding to
individual countries; for example, au, ca, us, uk, se.

These country-code domain names are normally chosen from the
two-letter codes registered in ISO 3166, Codes for the Representation of
Names of Countries (ISO 3166: 1988).

AHE A The introduction of country-code domain names came about
not because the DNS architects believed that it was the right
way to register domains in countries outside of the United States but because
they could not convince most of the non-U.S. network and site administrators
that the established com  edu, and other domains were not exclusively for
U.S.-based organizations. The introduction of country-code top-level domains in
parallel with the old nongeographic domains has led to some interesting anom-
alies. RARE,* for example, administers the domain r ar e. nl under the top-
level domain for the Netherlands; RIPE,> which is organizationally affiliated
with RARE, administers r i pe. net . In the United States, the Corporation for
National Research Initiatives (which operates the IETF secretariat, among other
things) operates nri . reston. va. us; Bolt Beranek and Newman (which
built the first IMPs and routers for the ARPANET, among other things) oper-
ates bbn. com Observing the benign chaos with which the original top-level
domain scheme has been infected by the introduction of country-code domains,
Paul Mockapetris introduced the i nt top-level domain—for which Paul is the
administrator —specifically for “people who don’t understand that or g isn't
just for U.S. organizations.”

Below the top-level domains, names are constructed hierarchically
by identifying subdomains, sub-subdomains, and so on to (in principle)
any desired depth, until the final name (at a leaf of the tree; see Figure
7.1) completes the identification of an individual Internet host. Thus,
within the top-level domain uk, the subdomain ac. uk is administered
on behalf of U.K. academic institutions; within ac. uk, the subdomain
ucl . ac. uk is administered by University College, London; and within

4. Réseaux Associés pour la Recherche Européene. RARE is the principal sponsor and coor-
dinator of academic and research networking in Europe.
5. Réseaux IP Européens (literally, “Research IP for Europe”).
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How the DNS
Works

the subdomain ucl . ac. uk, the host name mur phy. ucl . ac. uk identi-
fies a workstation sitting on the desk of Professor Suzanne Chapin in her
office in Whitehead Hall at University College, London.

The rules for the formation of names are straightforward: a name
may be no longer than 63 characters; it must start with a letter; it must end
with either a letter or a digit; the rest of the name may consist of letters,
digits, and hyphens; and both upper- and lowercase letters may be used
(although name lookups in the DNS are defined to be case-insensitive).

The DNS is implemented as two distinct components: DNS servers (usu-
ally called name servers), which contain information about one or more
zones; and DNS clients (usually called resolvers), which interrogate name
servers on behalf of local host processes.

The DNS Server Each DNS server provides name-to-address mappings
for one or more zones. A zone is a set of contiguous domains beginning
at some point in the DNS naming hierarchy and comprising that point
and all the subtrees below it, as far, in each subtree, as either the leaves of
the subtree or the point at which another (subordinate) zone is defined.
In practice, an actual name server may be responsible for serving more

r oot

ml gov com us uk edu net
tis bel | core ci sco vel | fl eet va ac usc
sabre swor d kni fe reston ucl
nri nmur phy

Figure7.1 A Partial DNS Tree

Note: The word r oot is used merely to illustrate where, conceptually, the root of the name
tree begins; domain names do not have the explicit identifier r oot as a component.
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than one zone and will generally also serve the reverse i n- addr . ar pa
zones (see “‘Reverse’ Lookups,” later in the chapter) that correspond to
its local domains.

Secondary name servers can be identified for each zone, so that name
resolution for that zone is not cut off when the primary name server, or
the links to it, are lost.

The DNS Resolver A DNS name server not only stores and manages
information about domains; it also responds to queries concerning that
information from client processes or resolvers. A resolver is typically a set
of library routines that are invoked by an application program when it
needs to resolve a name reference. In BSD UNIX, for example, the rou-
tines are get host bynane and get host byaddr . The resolver takes the
name and uses it to query either a local table® (if the reference is to a
locally maintained name or to a name that the resolver has maintained in
a local cache) or one or more DNS servers for corresponding resource
records.

The resolver’s most significant task is to formulate a proper query.
Since the DNS works with fully qualified names, this may involve a bit
of interpretation on the part of the resolver, which may be presented by
its user with a name that is not fully qualified. Some resolvers abdicate
this responsibility entirely and are capable of looking up only the name
string exactly as provided by the user. Others are able to recognize a less
than fully qualified name and supply the missing high-order domain
specification automatically (defaulting, for example, to the domain in
which the user’s own host resides).

Clients and servers use a common format for DNS queries and
replies. Basically, a client provides a unique identifier (so it can later match
responses to queries) and poses a number of questions the server should
attempt to resolve. In the case of name-to-address lookups, each question
is an entry of the form {query domain name, type, class}; in this example,
the domain name to be resolved is provided, the query type is set to a
value indicating that the client is looking for an IP address, and the query
class is set to a value indicating which object class (Internet domain
names) is to be interrogated. The server returns a similarly formatted

6. Many resolvers have sophisticated methods of caching domain names, to reduce
delay in resolving DNS queries. A frequent practice is to request and copy an entire DNS
server’s name information, then periodically send consistency-check inquiries to the DNS
server. Two benefits are introduced when hosts practice caching: first, the processing of a
DNS inquiry is faster, because there is no DNS client/server (protocol) interaction; second,
if a server becomes unreachable, the local resolver can continue to satisfy lookups using
the cache.
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message with answers in a general form (a resource record). The resource
record again contains a domain name, type, and class and, additionally,
provides a suggested time to live for the information contained in this
resource record and a variable-length resource data field, preceded by a
length indicator field (see Figure 7.2).

Although the principal users of a DNS resolver are host applica-
tions, most host operating systems allow human users to present a query

0 15 16 31
o Parameters
Identifier .
(operation type, query/response type)
No. of questions No. of answers
No. of authority records No. of additional records

Questions

Answers (resource records)

Authority resource records

Additional resource records

FIGURE 7.2 DNS Message Format



DIRECTORIES 121

“Reverse”
Lookups

Mail Exchange

directly, using, for example, a command such as the UNIX nslookup,
which, in the SunOS version, looks like this:

% / usr/ et ¢/ nsl ookup
Defaul t Server: naneserver. bbn. com
Address: 128.89.1.2

> nic.ddn. ml
Server: naneserver. bbn. com
Address: 128.89.1.2

Name: nic.ddn. m|
Address: 192.112.36.5

>exi t

Most Internet applications, including common ones like FTP and
TELNET, accept a domain name from the user and call a resolver inter-
nally, so it is rarely necessary for a user to query the DNS directly (except
out of curiosity and perhaps to trouble-shoot networking problems).

A special domain within the domain name space, i n- addr . ar pa, pro-
vides a mechanism for performing “reverse” lookups—that is, finding the
name associated with a given address. The entries in the i n- addr. ar pa
domain are constructed by reversing the order of the components of a net-
work number (the first 1, 2, or 3 bytes of an IP address, depending on
whether the address is a class-A, class-B, or class-C address; see Chapter
13), and appending the i n- addr . ar pa domain name. Thus, for example,
the entry for BBN’s class-B network number, 128.89.0.0, would be
89.128. i n-addr. ar pa; a lookup on this entry would return the
domain name bbn. com Individual host systems, such as the Macintosh
on the desk in Lyman Chapin’s office at BBN, appear as subdomains of the
network-number domain; for example, 224. 16. 89. 128. i n-addr . ar pa.

The DNS also plays an important role in electronic-mail service (see
Chapter 8). A host acting as a mail transfer agent must know the host
name and IP address of the host to which a mail message is to be delivered
before it attempts the delivery. It extracts the domain name part from the
destination mail address (again, see Chapter 8), and creates a query with a
question of query type MX (for “mail exchange”). The DNS server returns
an answer with one or more MX resource records. Each MX record identi-
fies a host to which mail may be forwarded, with each host domain name
accompanied by an indication of how desirable it is to use this host for for-
warding mail relative to others in the list (a preference field).
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The OSI Directory

The X.500-Series
Standards

The OSI Directory is both a logical database of information about a set of
objects in the real world and a system of agents and protocols that man-
age the information and support a variety of queries and searches by
directory users. It is not intended to be a general-purpose database sys-
tem, although an actual implementation of the Directory might be built
upon such a system. It is an expressed architectural goal of the OSI
Directory that it be capable, in principle, of accommodating the informa-
tion-storage and -distribution needs of every network and every host
throughout the world of open systems networking:

ISO/IEC 9594 [the ISO equivalent of CCITT Recommendation
X.500] refers to The Directory in the singular, and reflects the intention to
create, through a single, unified name space, one logical directory com-
posed of many systems and serving many applications. Whether or not
these systems choose to interwork will depend on the needs of the appli-
cations they support. Applications dealing with nonintersecting worlds
of objects may have no such need. The single name space facilitates later
interworking should the needs change. (ISO/IEC 9594-1: 1990)

In 1988, the first jointly-developed ISO/IEC/CCITT standards for a
worldwide directory system, generally known as “X.500,” were pub-
lished. Although the term X.500 is commonly used to refer to the directo-
ry standards, they in fact consist of eight separate specifications, which
are listed in Table 7.1. (The ISO/IEC 9594 series of standards are refer-
enced in subsequent subsections; refer to this table if you wish to find the

TABLE 7.1  The X.500-Series Directory Standards

CCITT ISO/IEC

Recommendation Standard Title

X.500 9594-1 Overview of Concepts, Models, and Services
X.501 9594-2 The Models

X.511 9594-3 Abstract Service Definition

X.518 9594-4 Procedures for Distributed Operation

X.519 9594-5 Protocol Specifications

X.520 9594-6 Selected Attribute Types

X.521 9594-7 Selected Object Classes

X.509 9594-8 Authentication Framework
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corresponding subject in an X.500-series Recommendation.)

Work on the directory standards continues as a joint enterprise of

ISO/IEC and CCITT. By the end of 1992, several critical areas of study
were completed, among them:

A model for replication of parts of the directory information base
and, in particular, definition of a standard replication protocol. Hith-
erto, replication protocols used between directory system agents
were proprietary.

A list-based access-control mechanism. The X.500-1988 and ISO/
IEC 9594: 1990 versions of the OSI Directory have well-defined
authentication mechanisms but no standard means of restricting
access to specific parts of the directory information base; thus, any-
one who is currently authorized to use the directory is authorized
to look at everything in the database.

Architecture The principal architectural features of the OSI Directory are:

Decentralized maintenance: Each system providing an OSI Directory
service is responsible for the maintenance and integrity of only its
own local part of the directory information base; wherefore updates
and other management operations can be carried out independent-
ly by “keepers of the directory information,” formally known as
directory system agents.

Structured information model: The OSI Directory defines an object-
oriented model and database schema that applies uniformly to all
the information stored in the directory.

Hierarchical global name space: The hierarchy of distinguished names
depends uniformly from a single, global root, providing a homoge-
neous name space for directory users.

Extensive search and retrieval capability: Directory users may construct
arbitrarily complex queries and perform highly complex interactive
searches of the directory information base.

The X.500 standards define the directory in terms of “models”:

The information model specifies the contents of directory entries,
how they are identified, and the way in which they are organized
to form the directory information base.

The directory model describes the directory and its users, the func-
tional model for directory operation, and the organization of the
Directory.

The security model specifies the way in which the contents of the
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The Directory
Information

Model

directory are protected from unauthorized access and updates to
the directory information base are authenticated.

The information contained in the OSI Directory is organized as a set of
entries; the set of all such entries constitutes the directory information base
(DIB). The entries in the DIB are arranged hierarchically and can be repre-
sented in the form of a tree (the directory information tree, or DIT). The
acronyms DIB and DIT are often used interchangeably;” a useful way to
think about the relationship between the “database” and the “tree” is to
consider that every entry in the database occupies a position in the tree—
the tree therefore expresses the hierarchical relationship that the OSI
Directory defines for the entries in its database, as illustrated in Figure 7.3.

directory directory directory
entry entry entry
directory directory directory
entry entry entry
directory directory
entry entry

(attributeD (attribute) (attribut@

FIGURE 7.3  Structure of Directory Information and of Entries

7. The X.500 standards always refer to the complete set of entries in the directory as
the DIB, reserving the equivalent term DIT for those circumstances in which it is important
to emphasize the hierarchical tree structure of the database.
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Directory Entries and Attributes The ASN.1 encoding of a directory
entry is:

Attribute ::=

SEQUENCE {
type Attribut eType,
val ues SET OF AttributeVal ue }

AttributeType ::= CBIECT | DENTI FI ER
Attributevalue ::= ANY

Each directory entry consists of a set of attributes, each of which
consists of an attribute type, which identifies the class of information
given by the attribute, and one or more corresponding attribute values,
which are particular instances of that class of information (see Figure
7.4). An entry may not contain more than one attribute of a given type.

What sort of things are attributes? Virtually anything that describes
an object for which a directory entry is created. Some attribute types are

Entry |
Entry |
Entry |
Entry |
Attribute Attribute Attribute

Attribute

Atribute
val ue(s)

Attribute
type

Attributeval ue(s

D st i ngui sheg - -
9 Attribute Attribute
attribute [ ]
val ue val ue
val ue

FIGURE 7.4  Directory Entries and Attributes
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internationally standardized. A set of “selected attribute types,” consid-
ered by the standards committees to be widely applicable, is provided in
ISO/IEC 9594-6: 1990; they include:

* Labeling attribute types: Common Name, Surname, Serial Number

o Geographic attribute types: Country Name, Locality Name, State or
Province Name, Street Address

 Organizational attribute types: Organization Name, Organizational
Unit, Title

 Postal-addressing attribute types: Postal Address, Postal Code, Post
Office Box, Physical Delivery Office Name

o Telecommunications-addressing attribute types: Telephone Number,
Telex Number, Teletex Terminal Identifier, Facsimile Telephone
Number, X.121 address, ISDN Number, Registered Address

o OSI application attribute types: Presentation Address, Supported
Application Context

This is but a sampling. Other attributes are defined by national
administrative authorities or private organizations. For example, it is per-
fectly appropriate to imagine a set of attributes for the medical profes-
sion, including residency or attending physician attributes (where? how
many years? under whom? area[s] of specialization? publications, honors
received, recommendations, evaluations, hours of practice?) and mal-
practice attributes (insurance carrier, annual premium, suits pending,
suits settled). In other words, you can assume that organizations or indi-
viduals can create an attribute type for anything they wish to use to dis-
tinguish an individual or an object from another of its class.

In order to ensure that attribute types are assigned in such a way
that each is distinct from all other assigned types, they are identified by
an object identifier. The syntax (and hence, the data type) of attribute val-
ues for a particular attribute type is specified when the attribute type is
defined.

An attribute value assertion (AVA) is a proposition—which may be
true, false, or undefined—concerning the value(s) (or in some cases, only
the distinguished values; see the following paragraphs) of an entry; it is
usually expressed as a sequence of one or more statements of the form
AttributeType = AttributeVal ue.

Directory Names At most, one of the values of an attribute may be des-
ignated as a distinguished value—in which case, the value appears in the
relative distinguished name (RDN) of the entry. Every entry has a unique
relative distinguished name, which consists of a set of attribute value
assertions (each of which is true) concerning the distinguished values of
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attributes of the entry. The set contains exactly one assertion about each
distinguished value in the entry. By far the most common case is that in
which an entry has just one distinguished value, and the relative distin-
guished name therefore consists of a single attribute value assertion;
however, this need not always be the case.

The distinguished name (DN) of a given object is defined as the
sequence of relative distinguished names of (1) the entry in the directory
information base that represents the object and (2) All of the entries
superior to it in the directory information tree, in descending order. A
distinguished name can be used as the primitive name (see Chapter 5) of
the object it identifies. Object identifiers can be transformed in a simple
way into distinguished names for access to an X.500-based directory ser-
vice, either by a direct mapping (in which the object identifier value cor-
responds directly to a distinguished name of which the components are
values of a directory attribute of type obj ect -i denti fi er - conponent -
val ue) or by ensuring that object identifier component values are allocat-
ed together with corresponding relative distinguished name values.

Figure 7.5 illustrates the relationship between relative distin-

/C;US\
PA L=MA
O=Tenpl e
Uni versity
Hospi t al

OU=Neur ol ogy QOU=Car di ol ogy OU=Tr auma OJzNeph\r ol ogy

CN=Dr. Medulla

CN=Dr. Ventricle |[CN=Dr. Aort CN=Dr. Doom CN=Dr. Ki dney

Dr. Aorta’s distinguished namne:

country="United States”

I ocal i ty="Pennsyl vani a”

organi zat i onNanme="Tenpl e University
Hospi tal ”

or gani zat i onal Uni t =" Car di ol ogy”

comonNane="Dr Aorta”

FIGURE7.5 The Directory Information Tree
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guished names and distinguished names. Entries at leaves of the tree are
sometimes alias entries. They are pointers to object entries and provide
alternative names for the objects to which they point.

AHE A It is important to recognize that directory distinguished names
are not necessarily user-friendly; user-friendly naming is a
property of the directory service, not of distinguished names per se. Thus, “user-
friendly naming” occurs not as a natural result of the use of directory distin-
guished names but as a consequence of directory user agents making judicious
use of the directory system to ensure that those distinguished names for which
the property of “user-friendliness” is important have it.

Object Classes Conceptually, a family of objects that have in common a
well-defined set of attributes constitutes an object class. Object class defin-
itions provide (detailed) “characterizations” so that individual objects
(object instances) may be associated with a particular object class.
ISO/IEC 9594-7, Selected Object Classes, provides an initial set of object
classes for use in the Directory. As an example, most people can be asso-
ciated with a r esi denti al Per son object class, which is itself a sub-
class of person. A directory entry for a r esi dent i al Per son must con-
tain a locality name attribute and may optionally contain any of the fol-
lowing attributes: a locale attribute set (locality name, state or province
name, street address); a postal attribute set (physical delivery office
name, postal address, postal code, post office box, street address); a pre-
ferred delivery method; a telecommunications attribute set (fax, ISDN,
telex number, etc.); and a business category. Similarly, many people can
be associated with the or gani zat i onal Per son object class; a directory
entry for an or gani zat i onal Per son may contain a locale attribute set,
an organizational unit name, a postal attribute set, a telecommunications
attribute set, and a title (position within the organization).

Role of the Directory Like the Domain Name System, the Directory
plays an important role in name-to-address resolution; in particular, the
Directory may be used to determine the addressing information required
for applications to communicate. Two object class definitions—appl i -
cationProcess and applicationEntity (see Figure 7.6)—allow
directory providers a means to create entries in the Directory to enable
application “lookups” (the usefulness of this service, and the importance
of the attributes of these object class definitions, becomes more apparent
in Chapters 10 and 11).



DIRECTORIES 129

appl i cati onProcess OBJECT- CLASS

SUBCLASS of top

MUST CONTAI N {
comonNarne }

MAY CONTAI N {
descri ption,
I ocal i t yNane,

-- all object classes are subcl asses of “top”

-- a textual description of the application
-- geographi c/ physical |ocation of application

organi zat i onal Uni t Nane, -- unit with which application is affiliated

seeAl so }

-- nane(s) of other directory objects that
-- describe this application

applicationEntity OBJECT- CLASS

SUBCLASS OF top
MUST CONTAI N {
comonNarne,

present ati onAddress } -- see Chapter 5 and Chapter 11

MAY CONTAI N {
descri ption,
I ocal i t yNane,

-- a textual description of the application
-- geographi c/ physical |ocation of application

organi zat i onNane, -- organi zation with which application is affiliated
organi zati onal Uni t Narne, -- unit with which application is affiliated
see Also,

support edAppl i cati onContext } -- see Chapter 10

FIGURE 7.6 applicationProcess and appl i cati onEnti ty Object Class Definitions

The Directory Model

The directory information base is distributed throughout the worldwide
collection of directory system agents that form the OSI Directory. In the
general model, queries are forwarded from a directory user agent, which
acts as the agent for a real user, to a directory system agent, which at-
tempts to satisfy the request. In many instances, a local directory system
agent can do so by using information it maintains in its own local piece
of the directory information base; in cases where the query refers to a
part of the directory database for which the local agent has no informa-
tion, it passes the request to an agent that does (see Figure 7.7).

The organizational mapping and administration of the OSI Direc-
tory follow the model applied to the X.400 Message Handling System
(discussed in Chapter 8). Directory system agents may operate singly or
together as a group to provide a directory service to one or more directory
user agents, under a single administration called a directory management
domain (DMD). If the management domain is operated by a public
telecommunications provider, it is referred to as an administrative directory
management domain, and if the management domain is operated by a
company or noncommercial organization, it is referred to as a private



130

OPEN SYSTEMS NETWORKING: TCP/IP AND OSI

The Directory
Service

D rectory The Directory

user agen .
® Drectory | pirectory

\ system system
D rectory agent

pr ot ocol
accesspr ot ocol !
.| Drectory
system

agent

D rectory
system
pr ot ocol

D rectory
system

pr ot ocol Drectory
system

agent

FIGURE 7.7  Directory Model

directory management domain. The organization that administers a directory
management domain is responsible for overseeing the creation and modi-
fication of directory entries in its DSAs, allocating names to entries, and
ensuring the integrity (and privacy, if applicable) of the entry information.

DAHAD L.'SO/IEC 9594-2: 1990 and .the X.SQO Recommgndations' say
little about the rules governing the interconnection of private
and administrative directory management domains. One might assume that the
politics and economics that determined the “correct” methods for interconnec-
tion of publicly and privately administered Message Handling Systems apply to
directory systems as well. Not so. Having learned just how constricting the
guidelines were during the early deployment of X.400, those responsible for the
definition of the X.500 Directory backed off considerably, and generally speak-
ing, providers of OSI Directory services are encouraged to interconnect in what-
ever fashion is most appropriate (and legal within the constraints of particular
national requlations!).

The directory service is provided to users through access points called
ports. Different types of ports exist for different directory services. A
readPort is available for reading attributes of a directory entry, comparing
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an attribute of a directory, and canceling a previous directory inquiry. A
searchPort may be used to obtain a list of subordinates of a specified,
named directory and to search the directory information base for the set
of entries that satisfy some filter. Like a “yellow pages” service, this facil-
ity enables a user to get a list of entries that all have a common attri-
bute—for example, all organizational persons having the same organiza-
tional unit name within an organization or all residential persons sharing
the same postal code. Both list and search capabilities of the searchPort
facilitate browsing through the database. The modifyPort provides the
means to add and remove a “leaf” entry from the Directory Information
Base, as well as the means to add, delete, or replace attributes of an exist-
ing directory entry and to modify the relative distinguished name of a
leaf entry. The ASN.1 macros for these ports are shown in Figure 7.8.

directory
CBIJECT
PORTS {

readPort[ S], -- the directory is treated as an obj ect
searchPort[S], -- it is asupplier [S of services through

nodi fyPort[ g } -- these ports
= id-ot-directory

dua
CBJIECT
PORTS {

readPort [, -- the directory user agent is treated as an obj ect
searchPort[(, -- it is a consumer [Q of the services provided
nmodi fyPort[Q } -- through ports by the directory

;= id-ot-dua

readPor t
PORT {
CONSUMER | NVOKES {
Read, Conpare, Abandon }
;= id-pt-read

sear chPor t
PORT {
CONSUMER | NVOKES {
Li st, Search }
;= id-pt-search

nodi f yPor t
PORT {
CONSUMER | NVOKES {
AddEntry, RenoveEntry,
Modi f yEntry, Modi f yRDN }}
= id-pt-nodify

FIGURE 7.8  ASN.1 Macros for the readPort, sear chPort, and nodi f yPort
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Directory System
Agent Interaction

To access the Directory, a directory user agent binds to one of the
types of ports offered on behalf of an end user. The BIND ASN.1 macro is
used to create an association (see Chapter 10) between the Directory and
the local directory user agent. To execute a bind operation, an end user
indicates the type of port needed and may be required to provide creden-
tials; these may be as simple as the user name, or the directory service
may require that the user provide stronger credentials, which can be
employed to authenticate the user (see “Directory Security Model,” later
in this chapter). If the bind operation is successful, the user may perform
any of the remote operations available through the port type requested.

Using the read operation, for example, the user may specify as an
argument to the remote operation an object name from which information
is requested (e.g., the name of a residential person) and a selection of infor-
mation that is associated with that name (e.g., the name of the locality in
which the person resides). The result expected from the read is the selected
entry information; unexpected results (e.g., errors resulting from the incor-
rect specification of attributes or violation of an access control in the read
request) are also accommodated via the read remote operation.

Once a user no longer requires the services of a port, he or she uses
the unbind operation to release the association between the Directory and
the directory user agent that provided access to the Directory.

ISO/IEC 9594-4, Procedures for Distributed Operation, describes a framework
within which directory system agents may work cooperatively to provide
wide distribution of information maintained in the directory database.
(Here, each DSA that works in cooperation with other DSAs to provide a
directory service is modeled as a single object, and the Directory is mod-
eled as a set of objects.) In circumstances where a directory system agent
does not have the information requested by an end user locally available,
the agent may use chained service ports to communicate with other DSAs
and “pass a request” to another DSA.2 The chained service ports offer
DSAs the opportunity to use chaining, in which the local DSA, in effect,
puts the user “on hold” while it communicates with another DSA to find
the requested information, which it then passes back to the user; or referral,

8. Although the directory standards admit to the need to replicate information among
DSAs, the current ISO and CCITT X.500 standards do not define protocols to support repli-
cation, nor do they describe the methods for keeping replicated information current; these
are expected in the 1992 extensions (see also Radicati [1992]). During the interim, OSI direc-
tory implementations have resorted to proprietary means of propagating information as
well as managing how to distribute information or “knowledge” about how directory
information has been distributed / replicated.
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in which the DSA responds to the user’s request immediately with a mes-
sage to the effect that “I can’t answer your question, but here is the name
of a DSA that can—go talk to that DSA yourself.” A third form of DSA-
DSA interaction, multicasting, is effectively an extension of chaining; it
allows a DSA to issue the same request to multiple DSAs, either simulta-
neously or sequentially. The ASN.1 macros for the refinement of the DSA
directory object to include these ports are shown in Figure 7.9.

The chai nedRead, chai nedSear ch, and chai nedMbdi fy ports
complement the read, search, and modify ports in DSAs but are only

DirectoryRefinenent ::= REFINE directory AS
dsa RECURRI NG
readPort[S], VISIBLE -- the DSA provides this port to
DUAs
searchPort[S], VI SI BLE --the DSA pro-

vides this port to DUAs
nodi fyPort[S] VISIBLE--the DSA provides this port to

DUAs

chai nedReadPor t PAIRED W TH dsa -- provided to DSAs
only

chai nedSear chPort PAIRED WTH dsa -- provided to DSAs
only

chai nedModi fyPort PAIRED WTH dsa -- provided to DSAs
only
dsa

OBJECT
PORTS {
readPort[ 9],

searchPort[S],

nmodi fyPort[ S],

chai nedReadPort,

chai nedSear chPort ,

chai nedModi fyPort }
;= id-ot-dsa

chai nedReadPor t
PORT {
ABSTRACT OPERATI ONS {
Chai nedRead, Chai nedConpare, Chai nedAbandon
1}

;1= id-pt-chai ned-read

chai nedSear chPor t
PORT {
CONSUMER | NVOKES {
Chai nedLi st, Chai nedSearch }}
;1= id-pt-chai ned-search

FIGURE7.9 ASN.1DirectoryRefinement Macros



134

OPEN SYSTEMS NETWORKING: TCP/IP AND OSI

Directory
Protocols

Directory
Security Model

supplied to other DSAs (and not to directory user agents). The distrib-
uted aspects of the directory model are illustrated in Figure 7.10.

The interaction between DSAs is similar to the DUA-DSA interac-
tion. DSAs use a DSABi nd operation to establish an association with
other DSAs, then make use of the services provided through the chained
port type—chained read, search, modify—to which they have been
bound. When a DSA has completed use of a chained port, it releases the
association using a DSAUnbi nd.

The OSI Directory standards define a protocol for communication be-
tween a directory user agent and a DSA (the directory access protocol
[DAP])? and a protocol for communication among peer DSAs (the direc-
tory system protocol [DSP]); these are defined in ISO/IEC 9594-5,
Protocol Specifications. The protocols are described in terms of the remote
operations the user agent and system agent may perform. Specifically,
the directory access protocol is defined in terms of three application ser-
vice elements—the r eadASE, sear chASE, and nodi f yASE—which are
consumers of the corresponding operations shown in Figure 7.8. The
directory service protocol is defined in terms of three other application
service elements—chai nedReadASE, chai nedSear chASE, and
chai nedModi f yASE—which are consumers and suppliers of the corres-
ponding operations shown in Figure 7.9. Figure 7.11 illustrates the way
in which these elements are related by the directory protocol model.

The directory security model provides for both authentication services
and access control. Authentication services are provided to verify the ini-

The Directo
Drectory
system
agent

Drectory

Drectory
user agent

system
chai nedRead agent
chai nedSear ch

read

search
modi fy chai nedModi fy
Servi ceport Chai ned servi ce por

FIGURE 7.10  Distributed Directory Model

9. Note that in cases where a directory user agent and directory service agent are located
in the same system, use of the DAP may not be necessary.
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/—( TheD rect ory)ﬁ

- D rectory G rector
Host Drectory access protocdl y
user agen, syst empr ot oco
Drectory
syst emagefr
DAP
Host DUA

FIGURE 7.11  The Directory Protocol Model

tiator of a directory request; access controls are provided to keep parts of
the directory information base private from directory users who have
not been given the privilege of accessing that information. ISO/IEC
9594-8: 1990, Authentication Framework, provides for two levels of authen-
tication. A simple authentication uses a password mechanism to verify the
identity of a directory user, whereas a strong authentication uses crypto-
graphic mechanisms based on a public-key encryption cryptosystem
(Diffie and Hellman 1976). The strong authentication specified for the
Directory may be used in both the directory-access and system protocols
to authenticate the initiator of a request as well as the responder to a
request. This is useful in protecting against identity interception, mas-
querading, and replay. A basic access control—one in which access to
directory entries, attributes, or attribute values of an entry can be con-
trolled—is specified in the 1992 version of X.500 and post-1990 revisions
to ISO/IEC 9594.

The Relationship Between the OSI Directory and Message
Handling Services
The most immediate consumer of the services of a global OSI Directory

is the X.400 Message Handling System (see Chapter 8). The Message
Handling System requirement for a directory service, which was implied
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but not stated in the 1984 version of the X.400-series Recommendations,
is explicit in the 1988 and later versions. In the 1984 version, the origina-
tor/recipient (O/R) name used to identify the sources and destinations of
mail messages could be only one thing: an O/R address. In the 1988 and
later versions of the standard, an O/R name can be either an O/R
address (as before) or a directory name (that is, a distinguished name in
the context of the X.500 Directory). The 1988 and later versions require
that a directory service be either directly or indirectly accessible to the
message transfer systems of a message handling system.

A message handling system is likely to make use of a directory sys-

tem for at least the following services:

 User-friendly O/R names: If the O/R names for mail users may only

be O/R addresses, users must deal directly (and frequently!) with
lengthy, cumbersome, and pedantic strings such as

/ c=us/ adnd=nti nai | / pr nd=ner nc/ o=bbn/ s=Chapi n/ g=Lyman.
If, on the other hand, a relative distinguished name in the Directory
may be used as an O/R name, then mail users may deal directly
with much friendlier (for one thing, shorter!) strings, such as
“Lyman Chapin” (a clear improvement). In this example (and
assuming that the Directory has been properly configured to place
the “Lyman Chapin” relative distinguished name at the appropriate
place in the directory information tree), a distinguished name entry
would appear in the directory for c=us@=ner nc @u=bbn@
commonName=Lyman Chapi n, which can be transformed in a
straightforward (and standardized) way into an O/R address.
Expansion of distribution lists: When multiple recipients of electronic
mail are combined in a distribution list, the name of the list can
appear as the O/R name in a mail message. The Directory can be
employed to support the use of a user-friendly directory name,
rather than an O/R address, for a distribution list, in the same way
as it supports the use of directory names for individual message
recipients. It can also be used to support the expansion of a distri-
bution list by the message transfer agents responsible for it, since
the Directory can store all the O/R addresses for the message recip-
ients included in a distribution list under the single relative distin-
guished name of the distribution list.

Message Handling System user searches: A Message Handling System
user who lacks sufficient information about a message re-cipient to
properly address a message may—outside of the Message Handling
System itself—use the search capabilities of the Directory to find the
missing information (for example, the recipient’s full “common
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name”) based on whatever partial information the user may have
(such as, perhaps, the recipient’s first name and phone number).

The components of the X.400 Message Handling System use the
Directory in the same way as any other Directory user; there are no spe-
cial protocols linking X.400 components to X.500 DUAs or DSAs. The
directory service required by the 1988 and later X.400 standards need not,
therefore, be provided by X.500, nor indeed by any “global” directory.
Each Message Handling System component deals with a local DUA or
DUA equivalent, and no formal coupling between the Message Handling
System and the Directory is required as a matter of conformance to the
standards.

The OSI Directory in the Internet

PARADISE

The X.500 Directory is potentially far more powerful and comprehensive
than the patchwork combination of host s. t xt files, Domain Name
System, and other information services and locators that are currently
used to perform directorylike functions in the Internet. Since the ap-
proval of the 1988 X.500 Directory Recommendations, there has been
considerable interest in the use of the OSI Directory in the TCP/IP
Internet.l® A very large number of “pilot” projects—experiments in the
use of the OSI Directory service in the Internet—are today operational
and interconnected. They share a common global r oot directory main-
tained at the University of London Computer Centre by the PARADISE
project.

PARADISE, the COSINE X.500 Directory service pilot, was launched in
November 1990 to coordinate an international directory service for the
European research and development community. PARADISE provides
some services itself, such as a user interface to the directory service, and as of
November 1991, also serves as a link between national pilots in the 18 coun-
tries that are participating in COSINE. PARADISE is managed by University
College, London, and involves the University of London Computer Centre,
X-Tel Services, and a group of public service providers, including PTT
Telecom in the Netherlands, PTT Switzerland, and Telecom Finland.

10. The use of the term TCP/IP Internet here is intentional; it refers to the use of the OSI
Directory to maintain information about the traditional TCP/IP protocol suite in the
Internet, in addition to its use to maintain information about OSI protocols that may be
supported by a multiprotocol Internet.
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One of the PARADISE services is a public-access interface to the
Internet OSI Directory system. The interface, called “de” (for “directory
enquiries”), is distributed with ISODE (the ISO Development Environ-
ment) releases 7.0 and later. Users of “de” can find information about
people and organizations that are listed in the directory, using a query
model that supports approximate matching and a variety of “wild
cards.” Users can also list entries in the Directory—people within a
department, departments within an organization; organizations within a
country, or countries represented in the Directory.

The public-access interface is easy to use. Users with access to the
Internet can use TELNET to connect to the host par adi se. ul cc. ac. uk.
A sample interactive session is shown in Figure 7.12. (Note that user-
entered text is in bold typeface.)

SunGS UNI X (found. paradi se. ul cc. ac. uk)

| ogi n: dua
Last login: Thu May 28 17:46:52 from 134. 246. 150. 51
SunCS Rel ease 4.1.1 (DUA) #4: Tue Apr 21 11:37:06 BST 1992

Wel come to PARADI SE - the COSINE Directory Service

Connecting to the Directory - wait just a nonment please ...

You can use this directory service to | ook up tel ephone nunbers and el ectronic mai
addresses of people and organi sations participating in the Pilot Directory Service
You will be pronpted to type in

On-

the NAME of the person for whom you are seeking infornation
t heir DEPARTMENT (optional),

the ORGANI SATI ON they work for, and

the COUNTRY in which the organisation is based.

line HELP is available to explain in nore detail how to use the Directory Service.

Pl ease type ?INTRO (or ?intro) if you are not famliar with the Directory Service

? for HELP with the current question you are being asked
?? for HELP on HELP
q to quit the Directory Service (confirmation asked unless at the
request
for a person’s nane)
Control -C abandon current query or entry of current query

Person’s nane, q to quit, * to browse, ? for help

p kirstein

Departnent nane, * to browse, <CR> to search all depts, ?

for help

Organi sation name, * to browse, ? for help

uni v | ondon

Country name, * to browse, ? for help

uk

Uni ted Ki ngdom
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Cot the follow ng approxi mate matches. Pl ease select one fromthe list by typing the

nunber
corresponding to the entry you want.

Uni ted Ki ngdom
1 Brunel University
2 University Col |l ege London
3 University of London Conputer Centre
Organi sation nane, * to browse, ? for help
- 2
Uni ted Ki ngdom
Uni versity Col | ege London
Conput er Sci ence
Peter Kirstein

description Head of departnment

t el ephoneNunber +44 71-380-7286

el ectronic nail P. Ki rstei n@s. ucl . ac. uk
favouriteDrink not while on duty
roomNunber Q1

X. 400 mai | address /1 =P/ S=Ki r st ei n/ QU=cs/ O=ucl /
PRVD=UK. AC/ ADND=GCOLD 4

00/ C=GB/

Person’s nane, q to quit, <CR> for ‘p kirstein', * to browse, ? for help

FIGURE7.12  Sample PARADISE Interactive Session

X.500
Implementations

Interoperability among X.500-based directory systems is primarily a mat-

ter of lineage; the many different systems deployed in the Internet today
are the direct descendants of just a handful of original implementations.
The most widely used implementation of the OSI Directory is called
QUIPU (Hardcastle-Kille 1992), originated from University College,
London, a product of the Integrated Network Communication Architec-
ture (INCA) project. A rival X.500 implementation, developed at the
Institut National de la Recherche en Informatique et Automatique
(INRIA) in France under the auspices of the ESPRIT project Thorn, is

called, not coincidentally, “Pizarro.”

A list of currently available implementations of X.500-based direc-
tory systems, with particular emphasis on implementations that are
designed to operate in the Internet TCP/IP environment, is contained in

RFC 1292, A Catalog of Available X.500 Implementations.

Other Internet Directory Utilities
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WHOIS

FINGER

Only two of the formal directory services and their application in the
Internet have been discussed thus far. These services are relatively new.
In the rich history of the Internet, two earlier directory applications—
WHOIS and FINGER—are noteworthy, as they represent earlier attempts
at providing “name-to-attribute” services.

The WHOIS service supports a limited form of name-to-attribute map-
ping for IP networks and IP network administrators in the Internet. It is
primarily used by system postmasters or other administrators to find the
“point of contact” for an Internet site. A centralized WHOIS database is
maintained by the Internet’s Network Information Center at host ni c.
ddn. m | . WHOIS servers are also distributed throughout the Internet
wherever individual sites choose to run the BSD “whois” program for
access to local and/or remote WHOIS databases. WHOIS (formally,
“NICNAME /WHOIS”) is specified by RFC 954 (1985).

X5WHOIS, developed as part of the FOX project,'! is a variant of
the WHOIS server program that provides access to information in the
@-=I nt er net @u=WHO S subtree of the X.500 Directory. (One of the
activities associated with the deployment of X.500 pilots in the Internet
has been to load the contents of the NIC’s master WHOIS database into a
subtree of the Internet X.500 directory.) SRI International, in Menlo Park,
California, provides a public-access X5WHOIS server that may be
reached in one of two ways:

1. Through the regular BSD whoi s program:
% whois -h inic.nisc.sri.com<search string>

2. Through TELNET toi ni c. ni sc. sri.com
log in as x5whoi s (no password) and type one-line <sear ch
string>s

The X5WHOIS server looks like a normal directory user agent to
the X.500 Directory and uses the standard X.500 directory access pro-
tocol to query X.500 DSAs with the user-supplied <sear ch stri ng>.

The FINGER protocol (formally, “NAME /FINGER”) is specified in RFC
1288, updated in December 1991. The FINGER protocol has been imple-
mented for UNIX systems (i.e., the fi ngerd daemon), and for a small
number of non-UNIX systems, to provide an informal (and highly idio-

11.  FOX—Field Operational X.500—is a pilot X.500 directory project funded jointly by
the Department of Energy (DOE), the National Aeronautics and Science Agency (NASA),
the National Science Foundation (NSF), and DARPA; coordinated by USC/ISL; and operat-
ed jointly with Performance Systems, Inc., Merit, Inc., and SRI International.
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syncratic) mechanism for discovering information about a user logged in
on a local or remote Internet host. When invoked on one host—with, for
example, the command line fi nger dave@rail . bel | core. com—it
returns information about “Dave Piscitello” obtained from the remote
host’s mai | operating system and (optionally) from that user’s . pl an
and . pr oj ect files:

[ Mail]
Logi n name: dave Inreal life: Dave Piscitello

Gfice: 1C322, x2286 Horre phone: n/a

D rectory: /uldave Shel | : /bin/ksh

Last login: Tue Apr 7 10:12 on type fromthunper. bel | core.com
Project: all manner of fast packet technol ogi es

Pl an: to nmake public networks a “safe space” for datagrans

The usefulness of this service is severely limited by the fact that one
must already know a person’s user name and host name in order to
obtain information from FINGER; by the fact that few non-UNIX sys-
tems support the service; by security concerns, which cause many site
administrators to disable it; and by the very restricted query model,
which supports FINGERing only a specific user on a specific host.

Resource Location

The proliferation of information that is stored “somewhere in the Inter-
net” has promoted a familiar problem to the top of many current net-
working research agendas: how does one locate the specific information
that one needs? A directory service can help to identify the potential
sources of information, but it is impractical to construct a directory that
is both efficient in the performance of its principal task (that of mapping
various identifiers, such as mail user names, to a list of attributes, such as
the address of the mail transfer agent to which mail for that user name
should be forwarded) and capable of processing complex, incompletely
specified queries such as “Where can I find information about research
on low-temperature fusion in Great Britain since 1991?”

As the library science community discovered the convenience and
boundless opportunities associated with the networking of libraries, the
new field of networked information retrieval—the term generally used for
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Archie

Wide Area
Information
Service

the problem of locating and retrieving information resources that are
accessible by means of a network—was born. The authors can only
scratch the surface here, but the following projects are particularly inter-
esting examples of the way in which systems designed to discover “infor-
mation about information” far beyond the capabilities of traditional
directories have been designed.

Archie (a play on the word archive) began as a project at McGill University
to address the problem of how to quickly and easily scan the offerings of
the already bewildering and rapidly growing number of anonymous FTP
sites scattered around the Internet. The current system—which is acces-
sible through an interactive TELNET session,!? by electronic mail, and
through command-line and X-window clients—accepts queries such as
“Where can I find the following file . . . ?” and returns a list of anonymous
FTP archives that contain the named file; for example, the request

% archi e rfc-index.txt

returns the host names and directory locations where the r f c-
i ndex. txt file resides, i.e.,

Host nic.ddn. ml
Location: /rfc
FILE -rwr-r- 20166 May 28 1992 rfc-index. txt
Host nnsc. nsf. net
Location: /rfc
FILE -rwr-r- 20224 May 28 1992 rfc-index. txt

and so on. (There are a fairly large number of Internet sites that maintain
a copy of ther f c-i ndex. t xt file!)

The shortcomings of such a service are obvious: it searches only for
specific file names (and you have to know the exact name of the file—
“fuzzy” matches are not supported), and it searches only Internet anony-
mous FTP archive servers. It is, however, a dramatic improvement over
nothing at all.

The goal of the Wide Area Information Servers (WAIS) project is to facili-

12. There are public-access Archie servers all over the Internet, including:

ar chi e. ncgi | 1. ca (the first Archie server, at McGill University in Montreal)
archi e. funet. fi (in Finland)

ar chi e. ans. net (in New York)

ar chi e. au (in Australia)

ar chi e. doc. i c. ac. uk (in the United Kingdom)

ar chi e. rut ger s. edu (at Rutgers University in New Jersey)
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WorldWideWeb

tate the growth of a distributed system of information servers and clients
based on the ANSI standard bibliographic search and retrieval protocol
(ANSI Z39.50-1988). WAIS is a much more ambitious undertaking than
Archie; it is a general-purpose search and retrieval system with two sig-
nificant characteristics:

1. It uses the standard Z39.50 protocol to search documents and docu-
ment indexes stored in a wide variety of repositories (not just
Internet anonymous FTP archives).

2. It supports a unique, user-oriented search model that closely
matches the searching strategy with which people are already
familiar: (a) start with a few key words or phrases; (b) see what
WALIS retrieves; (c) tell WAIS which of the retrieved articles, or sec-
tions of articles, are most relevant to the subject of your search and
ask it to search again using your selections as models; and (d)
repeat the process until you’ve found what you want.

The “search from a good example” strategy makes WAIS a very
powerful tool, since it not only provides appropriate feedback to the user
during the search but also permits the scope or even the original purpose
of the search to be changed, iteratively and interactively, as the search
proceeds. WAIS also has a built-in accounting system: the client search
screens include an explicit “cost” field, which presents both a statement
of what it costs (or would cost) to make a particular query and a running
decremented count of “how much money you have left.”

WALIS uses Z39.50 over TCP/IP, modem, OSI, and other networks;
the motivation for using a standard protocol is to eventually be able to
work with a wide variety of standard bibliographic search and retrieval
systems that are being developed by the library science community. It
was originally developed at Thinking Machines Corp. in Cambridge,
Massachusetts, by Brewster Kahle, who turned it over to the WAIS
Clearinghouse at the nonprofit Center for Communications Research at
Research Triangle Park near Charlotte, North Carolina.

A simple WAIS public-access interface is supported by the NSFnet
Network Services Center; connect using TELNET to nnsc. nsf. net and
log in as wai s, with no password.

The “WorldWideWeb” project is an ambitious attempt to make all on-
line information readily accessible to users as a “web” of documents and
links among them. It was originally developed in 1989 by Tim Berners-
Lee, Robert Cailliau, and Jean-Francois Groff at CERN for use by the
high-energy physics community but has expanded far beyond its origi-
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nal target audience.

The goal of WWW is to merge the techniques of “hypertext,” in
which links between pieces of text (or other information, such as video
frames) emulate human associations among related ideas, and text re-
trieval, which allows associations to be formed based on the content of
text or other information media.

WWW “browsers,” as the client interfaces are called, are designed
to make it easy for users to pursue the links that are displayed from cur-
rent information to other information, as this example from a simple line-
mode browser illustrates:

WRLD WDE WEB

The Wrl dWdeVWb (VB) is a wi de-area hypermedi af 1]
information retrieval initiative aimng to give univer-
sal access to a large universe of docunents.

General Project Infornation

See al so: an executive summary[2] of the project,
Mailing lists[3] you can join, Policy[4] , latest VW8
news[5] , Frequently Asked Questi ons| 6]

Proj ect Status[7] A list of project conponents and
their current state. (e.g. Line
Mbde[ 8] , X11 MViola[9] , X11
Erwi se[10] , NeXTStep[11] ,
Daenon[ 12] )

Peopl e[ 13] A list of some people involved in
the project.

Bi bl i ogr aphy[ 14] Paper docurentation on V8 and ref -
erences.

H st ory[ 15] A summary of the history of the
proj ect.

How can | hel p[ 16] ? If you would like to support the
web.

1-29, Back, <RETURN> for more, Qiit, or Help:

Wherever a link exists to related information (shown, in this exam-
ple, as square-bracketed numbers), the user can follow the link by typing
the number at the prompt; other browsers use a “point and click” inter-
face, which would show links by highlighting the words or phrases to
which they were attached (rather than by assigning a number to them, as
in the terminal-oriented interface used for this example).
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Conclusion

The Domain Name System is used in the Internet today principally to
perform a mapping from some form of name to an Internet (IP) address.
As the Internet evolves to a multiprotocol environment, it is desirable
that the DNS and/ or other directory systems evolve to a system in which
the information returned by a name-based query includes multiprotocol
(not just IP) addresses, other names, security parameters, protocol-stack
information, and other “attributes.” The desire to generalize DNS is
quickly tempered by the realization that the basic “name-to-address”
translation is a fundamental and real-time operation, that it lies in the
critical path for real-time applications, and that it cannot be generalized
at the expense of efficiency. By contrast, the “name-to-arbitrary-object/
attribute-list” translation is not as time-critical, and the OSI Directory
accommodates this aspect of directory services nicely, with the potential
for providing a platform for many if not all of the information and
resource locators mentioned earlier. One of the issues the Internet com-
munity faces as the Internet becomes ever more multiprotocol in nature
is how to evolve DNS alongside X.500 Directory services. DNS simply
can’t—and won’t—go away: the fact that the X.500 architecture does not
currently break out the two different classes of “directory” capability
nicely makes it difficult to “simply use X.500” in situations in which a
name must be matched with an Internet address very quickly. The DNS,
however, is expanding to accommodate OSI network addressing, and
although it is easy to speculate how X.500 might evolve so that it serves
two different purposes—real-time name-to-address translation (the func-
tion of the DNS) and non-real-time white pages and yellow pages ser-
vices (both to human users and to distributed-system applications)—it
appears that both directory applications will play important roles in the
Internet.



